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Abstract—Lip-syncing technology, integral to fields ranging 
from digital media production to assistive technologies, has seen 
substantial advancements with the integration of deep learning 
models, particularly Generative Adversarial Networks (GANs). 
This literature review investigates the evolution,methodologies, 
and impact of recent lip-syncing solutions, with a detailed focus 
on the Wav2Lip model and various GAN architectures. Wav2Lip, 
recognized for its high accuracy and robustness across diverse 
speaking styles and facial conditions, demonstrates a significant 
leap in achieving realistic and adaptable lip synchronization, even 
under challenging conditions such as cross-language dubbing 
and expressive variations. This survey synthesizes findings from 
numerous research papers, examining the progression from early 
rule-based and phonetic alignment techniques to the sophisti- 
cated, data-driven GAN models that now dominate the field. Key 
topics include model architectures, training methodologies, loss 
functions, and evaluation metrics that have collectively advanced 
the state of the art. The report also explores the challenges 
inherent in lip-syncing, such as handling occlusions, preserving 
speaker identity, and achieving real-time performance, as well as 
potential solutions proposed in the literature. Further, it assesses 
the applications and limitations of current models, considering 
the ethical and practical implications of increasingly realistic 
synthesized speech and lip movements. 

Index Terms—Lip-Syncing, Generative Adversarial Networks 
(GANs), Facial Animation 

 

I. INTRODUCTION AND MOTIVATION 

Lip-syncing technology, the process of aligning visual lip 

movements with speech, plays an increasingly vital role in a 

wide range of digital applications. From animated films and 

video games to virtual assistants and teleconferencing tools, 

the ability to produce lifelike, synchronized speech in digital 

avatars and human-like characters significantly enhances user 

experience and immersion. Historically, lip-syncing techniques 

relied heavily on rule-based methods and phoneme mapping, 

where visual cues were manually or algorithmically aligned to 

corresponding sounds. While these methods laid foundational 

principles, they often lacked adaptability and struggled with 

languages, accents, and nuanced facial expressions, result- 

ing in noticeable limitations in realism. With the advent of 

deep learning, and more specifically, Generative Adversarial 

Networks (GANs), the field has witnessed a paradigm shift, 

allowing for more dynamic, data-driven approaches that bring 

a higher level of realism and precision to lip-syncing. Models 

like Wav2Lip exemplify this advancement, demonstrating the 

capacity to produce high-quality, accurate lip synchronization 

across a diverse set of audio-visual conditions, even under 

challenging scenarios such as cross-language dubbing and 

expressive speech. This review aims to explore the evolu- 

tion of lip-syncing technology, highlighting the impact and 

innovations brought about by Wav2Lip and other GAN-based 

approaches. 

 

 

The motivation for conducting this comprehensive literature 

review is rooted in the expanding role of virtual and augmented 

reality, social media content creation, and the demand for 

multilingual digital content. As digital platforms increasingly 

serve as spaces for global interaction, there is a pressing need 

for reliable, real-time lip-sync technology that can preserve 

speaker identity, adapt to expressive speech, and accommodate 

multiple languages. Furthermore, advances in this area offer 

promising applications in accessibility, such as providing more 

naturalistic experiences in speech therapy, language learning, 

and assistive communication devices for individuals with 

hearing impairments. Despite these significant strides, current 

lip-syncing models still face a range of technical challenges, 

including maintaining lip synchronization consistency, han- 

dling occlusions and artifacts, and managing computational 

demands for real-time processing. This review not only exam- 

ines the capabilities of leading models like Wav2Lip but also 

addresses ongoing challenges, discussing how recent research 

has sought to overcome these limitations through innovative 

model architectures, loss functions, and training techniques. 

By surveying a wide array of related research, this report 

ultimately aims to provide insights into both the strengths 

and limitations of current lip-sync technology, guiding future 

developments toward more seamless, efficient, and ethically 

conscious solutions. 
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II. LITERATURE SURVEY 

For ease of study the literature are categorized based on the 

two strategies of transfer learning: 1. Model Architecture and 

Training Strategies, 2. Application and Evaluation Strategies. 

A. Model Architecture and Training Strategies 

Traditionally, methods to synchronize speech with lip move- 

ments required highly controlled datasets and precise audio- 

video alignment, making these systems less flexible and diffi- 

cult to scale. The new approaches, however, eliminate the need 

for such exacting synchronization, instead utilizing a deep 

learning model that can handle diverse speech content and 

speaker variations. This ability to generalize across speakers 

is key to producing photorealistic animations, allowing for 

effective lip-syncing in both controlled and uncontrolled envi- 

ronments [1]. Mukhopadhyay et al. propose a novel approach 

that leverages a powerful lip-sync discriminator to enhance the 

accuracy of generated lip movements. They analyze existing 

models and identify key weaknesses related to their loss 

functions and discriminators. Traditional reconstruction losses 

often do not adequately penalize inaccuracies in lip shape 

generation because they focus on overall image quality rather 

than specific facial features. This results in a failure to correct 

lip movements effectively during training [3]. 

The authors also introduce SyncNet, a pre-trained expert 

discriminator that significantly outperforms previous methods 

in detecting off-sync audio-lip pairs. They explain how Sync- 

Net operates by processing a sequence of consecutive frames 

along with corresponding audio segments, allowing it to assess 

synchronization more accurately than models that rely on 

single-frame analysis. By integrating this expert discrimina- 

tor into their training process, the authors demonstrate that 

they can enforce more realistic lip movements during video 

generation. [Fig 1.] 

 

 

 
Fig. 1. Using a pre-trained discriminator that is already quite accurate at 
detecting lip-sync errors without further fine-tuning. 

 

Mukhopadhyay et al. detail a new evaluation framework 

designed to rigorously assess lip synchronization performance 

in unconstrained videos. They introduce ReSyncED [Fig 2], a 

dataset specifically curated for benchmarking lip-sync models 

against real-world scenarios. This dataset provides a challeng- 

ing set of videos that can be used to evaluate how well different 

models perform when faced with unseen content. 

Quantitative evaluations reveal that Wav2Lip achieves lip- 

sync accuracy comparable to real synced videos, outperform- 

ing existing methods across multiple benchmarks. Human 

evaluations further validate these findings, indicating that 

viewers prefer Wav2Lip-generated videos over previous ap- 

proaches more than 90 percent of the time. This highlights the 

practical implications of their work, suggesting that Wav2Lip 

could significantly enhance applications such as dubbing films 

or translating educational content. 

 

 
Fig. 2. Real world evaluation using ReSynced. [?] 

 

They detail their innovative approach to training models 

using the Lip Reading Sentences (LRS) datasets, specifically 

LRS2 and LRS3. These datasets are pivotal in advancing 

visual speech recognition (VSR) technologies, providing a 

rich resource for training models that can accurately predict 

lip movements from audio inputs. The authors emphasize 

the significance of these datasets due to their extensive size 

and variety, which includes thousands of spoken sentences 

from diverse BBC television broadcasts. This diversity is 

crucial as it encompasses various speakers, head poses, and 

environmental conditions, making the models more robust and 

generalizable. 

The LRS2 dataset consists of approximately 224 hours 

of video data featuring sentence-level utterances. It includes 

96,318 utterances in the pre-training set, which are derived 

from multiple sentences and part-sentences, while the training 

set contains 45,839 full sentences. The validation and test sets 

are smaller, with 1,082 and 1,243 utterances respectively. This 

structured approach ensures that there is a clear separation 

between training and evaluation phases, allowing for effective 

assessment of model performance. The authors note that while 

there may be some label noise in the pre-training and training 

sets, rigorous verification processes have been applied to the 

test set to ensure its reliability. 

For the training process, the authors adopt a two-stage 

methodology that leverages both unlabeled and labeled data 

effectively. Initially, they utilize a combination of pre-training 

sets from LRS2 and LRS3, totaling 639 hours of unlabeled 

data. This phase allows the model to learn general features 
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from visual inputs without requiring precise audio-visual 

alignment. Following this pre-training phase, the authors fine- 

tune their model using a smaller subset of labeled data from 

both datasets—specifically 29 hours from LRS2-main and 30 

hours from LRS3-trainval. This strategic use of labeled data is 

designed to enhance the model’s performance on specific tasks 

while minimizing computational demands. The authors high- 

light that their approach not only improves efficiency but also 

maintains competitive performance levels compared to other 

state-of-the-art methods in visual speech recognition [2]. By 

focusing on publicly available datasets like LRS2 and LRS3, 

they address concerns regarding reproducibility in research—a 

critical issue in machine learning where proprietary datasets 

often limit broader application and validation of results [3]. 

[Fig 3] 

Jiazhi Guan, Zhanwang Zhang, Hang Zhou, and others, 

introduces a novel framework designed to enhance lip syn- 

chronization in videos based on audio input [2]. The authors 

address a critical challenge in the field of digital human 

creation, particularly in applications such as audio dubbing 

and filmmaking, where it is essential to generate lip-synced 

videos that maintain the fidelity of both the visual and audio 

components. They argue that while recent advancements have 

improved the ability to sync lip movements with audio waves, 

existing methods often struggle to balance high-quality gener- 

ation with generalization capabilities across different subjects 

and styles. 

A key innovation presented in this paper is the StyleSync 

framework, which utilizes a style-based generator to achieve 

high-fidelity lip synchronization. The authors identify that tra- 

ditional methods either require extensive training data specific 

to individual subjects or produce low-quality results due to 

their reliance on generalized models that fail to capture unique 

facial features. To overcome these limitations, Guan et al. 

propose a mask-guided spatial information encoding module 

that preserves detailed facial characteristics while allowing for 

accurate modifications of mouth shapes based on audio inputs 

through modulated convolutions. 

By revisiting the architecture of style-based generators, 

particularly the StyleGAN2 framework, they implement mod- 

ifications that make it suitable for lip-syncing tasks. Specif- 

ically, they introduce a masked mouth modeling protocol 

combined with a mask-based spatial information encoding 

strategy. This allows them to effectively encode both target 

and reference frame information into a noise space, enabling 

seamless integration of lip movements into existing video con- 

tent while preserving other facial features. Guan et al. adopt a 

two-pronged approach that emphasizes both generalized and 

personalized optimization strategies. During the initial training 

phase, they utilize a self-reconstruction framework similar to 

that employed in Wav2Lip [1]. The training set consists of 

target videos from which they mask out the lower half of the 

face, including the jaw and cheeks, to focus solely on recover- 

ing the mouth movements based on corresponding audio clips. 

This process involves leveraging random reference frames 

from within the same video to provide contextual information 

necessary for accurate reconstruction. The authors note that 

this method effectively trains the model to generate realistic 

lip movements without requiring extensive prior knowledge 

about each individual’s facial structure. A significant aspect of 

their training process involves utilizing two key datasets: LRS2 

and LRS3. These datasets provide a rich source of sentence- 

level utterances spoken by various individuals, allowing for 

effective training across diverse speaking styles and facial 

characteristics. The authors emphasize that this diversity is 

crucial for developing a model capable of generalizing well 

across different subjects while also being adaptable for per- 

sonalized applications [5]. 

The LRW dataset [Fig 3] is particularly noteworthy as 

it is one of the earliest large-scale audio-visual databases 

specifically designed for lip reading tasks. Comprising 500 

different words spoken by over 1,000 speakers, LRW contains 

thousands of utterances that are meticulously annotated. Each 

utterance is captured in 29 frames centered around the target 

word, providing a rich temporal context that is essential for 

training models to understand and predict lip movements 

accurately. The dataset is divided into training, validation, 

and test sets, with at least 800 utterances for each class in 

the training set. This structured approach allows for effective 

model training while ensuring that validation and testing 

phases can be conducted on unseen data, thus providing a 

robust evaluation of performance [5]. 

On the other hand, the VoxCeleb dataset complements the 

training process by offering a diverse collection of speech 

data from various speakers in real-world conditions. VoxCeleb 

contains thousands of hours of speech from celebrities and 

public figures, recorded in unconstrained environments. This 

dataset is particularly valuable for training models that require 

a broad understanding of different speaking styles and accents. 

By integrating both LRW and VoxCeleb into their training 

regimen, Guan et al. ensure that their StyleSync framework 

can generalize well across different subjects while also being 

adaptable to personalized scenarios. The combination of these 

datasets allows the authors to leverage extensive audio-visual 

information to improve lip synchronization accuracy signifi- 

cantly [5]. The authors note that using these datasets not only 

enhances the model’s ability to produce high-fidelity lip-sync 

results but also contributes to its robustness against variations 

in speaker identity and speaking conditions [2]. 

 

 

 
Fig. 3. Quantitative Results on LRW and Voxceleb [?] 

 

B. Evaluation Methodologies and Real-World Applications 

Evaluation methodologies play a crucial role in assessing 

the effectiveness and realism of lip-syncing systems, par- 
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ticularly those driven by GAN architectures like Wav2Lip 

and LipGAN. These models are evaluated not only on the 

accuracy of lip movement synchronization but also on visual 

fidelity, where various metrics, including perceptual loss, face 

consistency, and naturalness, are considered. 

Yifan Zhang, Xiaotong Zhang, and their colleagues [3] 

present significant advancements in the field of image restora- 

tion through the introduction of the Real-Enhanced Super 

Resolution Generative Adversarial Network (Real-ESRGAN). 

The authors identify a pressing need for sophisticated image 

restoration techniques, particularly in remote sensing, where 

high-quality visual data is essential for effective analysis and 

decision-making. They highlight the limitations of traditional 

restoration methods, which often struggle to cope with real- 

world challenges such as noise, blurriness, and low resolution. 

The RRDB (Residual-in-Residual Dense Block) of theirs is 

designed to address the limitations of traditional residual 

blocks by incorporating dense connections at multiple levels. 

This structure enables the model to maintain a rich flow of 

information throughout the network. 

Specifically, each RRDB consists of multiple convolutional 

layers where the outputs of all preceding layers are concate- 

nated before being passed to subsequent layers. This design 

not only facilitates better feature extraction but also mitigates 

the vanishing gradient problem often encountered in very deep 

networks. By allowing gradients to flow more freely through 

the network during backpropagation, RRDBs enhance training 

stability and convergence speed. 

Zhang and his team discovered that Real-ESRGAN lever- 

ages the principles of Generative Adversarial Networks 

(GANs) to enhance image quality dramatically. The architec- 

ture of Real-ESRGAN includes a generator network designed 

to transform low-resolution images into high-resolution coun- 

terparts while preserving realistic textures and intricate details. 

The authors emphasize the importance of a well-structured dis- 

criminator that can effectively differentiate between generated 

images and authentic high-resolution images. This adversarial 

training framework enables the model to learn subtle features 

that contribute to improved image fidelity. A notable focus 

of their work is the application of Real-ESRGAN to aerial 

images, which often suffer from various degradations due 

to atmospheric interference and sensor limitations. Zhang et 

al. provide quantitative results showing that Real-ESRGAN 

outperforms existing state-of-the-art methods in terms of peak 

signal-to-noise ratio (PSNR) and structural similarity index 

(SSIM), both of which are standard metrics for evaluating 

image quality [6]. 

[3] Evaluation methodologies utilized by Zhang et al. are 

comprehensive, incorporating both quantitative metrics and 

qualitative assessments. They present visual comparisons be- 

tween input images, outputs from Real-ESRGAN, and re- 

sults from competing methods. These comparisons highlight 

not only improvements in resolution but also enhancements 

in texture details and color fidelity. Additionally, they con- 

duct user studies where human evaluators assess the visual 

quality of restored images, providing further validation of 

their approach. The Real-ESRGAN models, particularly Real- 

ESRGAN 2xPlus and 4xPlus variants, highlights their capa- 

bilities and applications in image restoration, especially for 

enhancing the quality of low-resolution images [Fig 4] 

 

 

 
Fig. 4. Image quality comparison between the models. [?] 

Li Liu, Jinhui Wang, Shijuan Chen, and Zongmei Li identify 

that while existing methods have made strides in generating 

facial animations that align with spoken audio, challenges such 

as lip jitter and facial motion instability persist, particularly in 

continuous frame sequences. To address these issues, the au- 

thors propose their model, VividWav2Lip, which incorporates 

three key innovations aimed at enhancing both synchronization 

accuracy and visual fidelity. 

Another aspect is a cross-attention mechanism designed to 

facilitate improved fusion of audio and visual features. This 

mechanism allows the model to effectively synchronize lip 

movements with the corresponding audio input by ensuring 

that relevant audio features are accurately aligned with visual 

cues. Additionally, the authors enhance the model’s expressive 

capacity through the use of Squeeze-and-Excitation (SE) resid- 

ual blocks. These blocks improve the model’s ability to focus 

on important features while suppressing less relevant ones, 

thus contributing to better performance in generating realistic 

facial animations. 

Liu et al. integrate the CodeFormer facial restoration net- 

work into their post-processing pipeline. This advanced tech- 

nique addresses common distortions and artifacts that can 

occur in generated facial images, thereby significantly improv- 

ing the overall quality of the output. The authors emphasize 

that this integration not only enhances visual fidelity but 

also ensures that the generated animations maintain a high 

degree of realism. The experimental results presented by Liu 

and his team demonstrate that VividWav2Lip outperforms the 

baseline Wav2Lip model by 5 percent in terms of lip synchro- 

nization accuracy and image generation quality. In subjective 
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evaluations conducted with participants, 85 percent reported 

that animations generated by VividWav2Lip appeared more 

realistic compared to those produced by existing methods. 

Notably, the model exhibits robust cross-lingual performance, 

maintaining high-quality results even for languages not in- 

cluded in its training set. This finding underscores the model’s 

adaptability and potential for widespread application across 

different linguistic contexts. 

They employed the Single Shot Scale-invariant Face De- 

tector (S3FD) algorithm for face detection, which allows for 

efficient detection of faces at various scales within a single im- 

age while maintaining consistent performance. This choice of 

algorithm is critical in ensuring that the model can accurately 

identify facial features across diverse scenarios. Following the 

integration and supplementation of their dataset, the authors 

segmented it into two-second video clips to optimize training 

efficiency for their lip-driven technology. 

The processing of these video clips [Fig 5] was meticulous; 

videos were cropped at a rate of 25 frames per second, 

and audio was extracted at a sampling rate of 16,000 Hz. 

Using the S3FD algorithm, all facial images were standardized 

to uniform dimensions, which is essential for maintaining 

consistency across the dataset. Liu and his colleagues aimed to 

enhance their dataset optimization and expansion strategy to 

provide a more balanced and comprehensive foundation for 

training their lip-driven technology. This carefully adjusted 

dataset not only enriches the learning materials available for 

improving the Wav2Lip model but also significantly enhances 

the model’s performance and generalization capabilities. 
 

 

 
Fig. 5. Video and audio dataset. 

The MuseTalk framework[Fig 6], also by the same au- 

thors of the previous papers [2], is designed to facilitate 

interactive storytelling through a dialogue-based approach. 

This framework leverages advanced natural language pro- 

cessing techniques to enable users to engage in meaningful 

conversations with virtual characters, thereby enhancing the 

narrative experience. By integrating elements of user agency 

and character-driven plots, MuseTalk allows for a dynamic 

storytelling environment where the narrative can evolve based 

on user interactions. The authors emphasize that this frame- 

work not only supports traditional storytelling but also opens 

avenues for educational applications, where users can learn 

through immersive experiences that adapt to their responses 

and choices. 

 

 
 

 
Fig. 6. Musetalk Framework. 

 

 

Zhang et al. [2] conducted user studies that focused on 

participant engagement and satisfaction with the interactive 

storytelling experience. Through interviews and feedback ses- 

sions, they gathered insights on how users perceived the dia- 

logue quality and the overall narrative coherence. The results 

indicated a positive reception, with participants appreciating 

the depth of interaction and the ability to influence story 

outcomes. This qualitative evaluation underscores the potential 

of MuseTalk as a tool for enhancing user engagement in 

narrative-driven applications, suggesting that such frameworks 

could significantly transform how stories are told and experi- 

enced in digital formats. 

 

 
Fig. 7. Proposed framework for object classification. 

 

Gupta et al. introduces a novel framework for generat- 

ing ultra-high-resolution talking-face videos with accurate lip 

synchronization, addressing significant limitations in current 

technologies. The authors propose a new approach that syn- 

thesizes videos at resolutions up to 4K, which is a substantial 

improvement over existing models that typically operate at 

much lower resolutions (e.g., 96x96 pixels). Their method 

utilizes a compact Vector Quantized (VQ) space to encode 

facial features, allowing for the generation of high-resolution 

videos while maintaining spatial and temporal coherence. This 

is achieved through the newly developed 4K Talking Faces 
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(4KTF) dataset, which comprises approximately 30 hours of 

high-quality video data collected from YouTube[Fig 8], fea- 

turing diverse identities and speech patterns. The framework is 

designed to be speaker-agnostic, capable of handling various 

languages and voices, thus broadening its applicability across 

different multimedia contexts. 

 

 

 
Fig. 8. Statistics on the dataset they collected. 

 

Their assessment methodology for the proposed framework, 

focusing on user engagement and the quality of generated 

videos. The authors conducted comparative analyses against 

existing state-of-the-art models, demonstrating that their ap- 

proach not only produces higher resolution outputs but also 

captures fine details in facial expressions and lip movements. 

The results indicate a marked improvement in visual fidelity 

and synchronization accuracy, with users reporting enhanced 

realism in the generated talking-face videos. This evaluation 

highlights the potential of their framework for practical ap- 

plications in professional video editing and content creation, 

suggesting that it can significantly enhance the quality of 

audio-visual media by enabling seamless dubbing and lan- 

guage translation. 

 

III. COMPARATIVE ANALYSIS 

The comparative analysis of these papers reveals significant 

advancements in the fields of interactive storytelling and 

talking-face video generation, highlighting the diverse ap- 

proaches researchers are taking to enhance user experience and 

content quality. By examining the methodologies, frameworks, 

and outcomes presented by different authors, we can gain 

insights into how each study tackles key challenges such as 

user engagement, narrative fluidity, visual realism, and lip 

synchronization. For instance, the MuseTalk framework em- 

phasizes dialogue-driven storytelling, allowing users to interact 

dynamically with virtual characters, thereby fostering a sense 

of agency and immersion. In contrast, Gupta et al. focus on 

ultra-high-resolution video synthesis for talking faces, utilizing 

advanced techniques to achieve realistic lip synchronization 

and facial expressions. This distinction underscores the vary- 

ing objectives of each framework: while MuseTalk aims to 

enrich narrative experiences through interactivity, Gupta et al. 

prioritize visual fidelity and realism in media generation. 

 

 
 

 

 

Fig. 9. An analysis of models in [4]. 

 

 

 
Fig. 10. The two new metrics “Lip-Sync Error-Distance” (lower is better) 
and “Lip-Sync Error-Confidence” (higher is better) [?] 

 

 

 

 

 

Fig. 11. Comparison with VividWav2Lip. 

 

While both the MuseTalk framework and Gupta et al.’s 

talking-face video generation demonstrate significant advance- 

ments, they also face challenges that could impact their effec- 

tiveness and applicability. One major limitation is the reliance 

on high-quality datasets; for instance, Gupta et al.’s approach 

necessitates extensive training data to achieve realistic outputs, 

which may not always be available or feasible to obtain. 

For instance, issues related to computational resources can 

hinder real-time rendering of high-resolution videos or seam- 

less dialogue interactions. Furthermore, copyright concerns in 

digital storytelling can restrict content creators from utilizing 

popular media elements, thereby limiting creative expression. 

These factors underscore the need for ongoing research and 

development to address these limitations. 

IV. CONCLUSION 

The field of lip-syncing technology has seen remarkable 

advancements, particularly through the application of Genera- 

tive Adversarial Networks (GANs) and deep learning models. 

These innovations have significantly improved the quality 

of facial animation, addressing long-standing challenges like 

synchronization accuracy, speaker variability, and the real- 

istic portrayal of emotions. Models such as VividWav2Lip 
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and MuseTalk have made substantial strides, offering high- 

quality lip synchronization that can be applied to diverse 

environments, from entertainment and virtual assistants to 

live streaming and video conferencing [1][2]. Additionally, 

the integration of ultra-high resolution datasets, like the 4K 

Talking Face Dataset, is pushing the boundaries of video 

realism, providing robust solutions to previously limiting fac- 

tors such as resolution and face identity preservation [4].The 

use of advanced techniques like latent space inpainting and 

diffusion models further enhances real-time lip synchroniza- 

tion, enabling efficient and scalable applications for high- 

quality video production [2][6]. The emphasis on style-based 

approaches, such as StyleSync, underscores the importance of 

creating models that can adapt to various facial expressions 

and personalities, providing a more personalized and immer- 

sive user experience [5]. Furthermore, efforts in simplifying 

audio synchronization detection, like the approach developed 

by Vajpayee et al., highlight the ongoing work to make lip- 

syncing processes more efficient and accessible, even in real- 

time scenarios [8]. These continuous improvements showcase 

the potential for lip-syncing technology to further iterated on 

and enhanced in different aspects. 
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